Project Acronym

Fed4FIRE

Project Title

Federation for FIRE

Instrument

Large scale integrating project (IP)

Call identifier

FP7-ICT-2011-8

Project number

318389

Project website

www.fed4fire.eu

D4.3 - Report on first cycle
developments of the services and
applications community
Work package
Tasks
Due date
Submission date
Deliverable lead
Version
Authors

Reviewers

WP4
All
31/03/2014
31/03/2014
Mark Sawyer (UEDIN)
3.0 Approved version
Mark Sawyer, Gareth Francis, Iakovos Panourgias (UEDIN)
Pablo Sotres, Jorge Lanza (UC)
David Margery, Julien Lefeuvre (INRIA)
Florian Schreiner (FOKUS)
Steve Taylor (IT Innovation)
Dai Davies (DANTE)

FP7-ICT-318389/UEDIN/Deliverable/Public/D4.3

Abstract

This document describes the work done in WP4 to support
cycle 1 of Fed4FIRE.

Keywords

Services, applications, experiment control, monitoring

Nature of the deliverable

R

Report

P

Prototype

D

Demonstrator

O

Other

PU

Public

PP

Restricted to other programme participants
(including the Commission)

RE

Restricted to a group specified by the
consortium (including the Commision)

CO

Confidential, only for members of
consortium (including the Commission)

Dissemination level

X

X

2 of 31
© Copyright The University of Edinburgh and other members of the Fed4FIRE consortium 2014

the

FP7-ICT-318389/UEDIN/Deliverable/Public/D4.3

Disclaimer
The information, documentation and figures available in this deliverable, is written by the
Fed4FIRE (Federation for FIRE) – project consortium under EC co-financing contract FP7-ICT318389 and does not necessarily reflect the views of the European Commission. The
European Commission is not liable for any use that may be made of the information
contained herein.
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Executive Summary
The Fed4FIRE architecture addresses the needs of the experimenter communities in three key areas:
experiment lifecycle, measurement and monitoring, and trustworthiness. The architecture is evolving
as time progresses and the requirements of the federation (including its sustainability) become
better understood. The architecture is being implemented in a series of cycles. This document
describes the work done to implement the features of cycle 1 in the service and application-focused
test facilities BonFIRE, SmartSantander and FUSECO.
Ideally, all test facilities would have been able to implement all features of cycle 1 of the
architecture. However the technical level of difficulty associated with implementing some features
differed between test facilities, and therefore a prioritised subset of the ideal cycle 1 features
became the target. Fed4FIRE is an evolutionary project and this process of prioritisation of
development is ongoing, driven by the principle of offering benefits and value to experimenters. In
some cases this has involved temporary work-arounds to ensure that critical functionality is
available. The table below gives the status of each test facility at the end of cycle 1.

Architectural Features

SmartSantander

FUSECO

BonFIRE

Deploy
SFA
Aggregate
Manager
Extend GetVersion struct
with testbed and tools info
Adoption of OMF6

Subset of GENI AM
v2 implemented
Implemented

Implemented

SFAWrap plugin
under development
Under development

Not applicable at
this stage
Implemented

Implemented

Developed, but not
yet deployed.
Planned for future
cycles
Planned for future
cycles

Planned for
cycle 2
Planned for
cycle 2
Implemented

Planned for future
cycles

Implemented

Provide facility monitoring
OML stream
Provide infrastructure
monitoring OML stream
Deploy OML for experiment
measurement
Provide an ID provider
compliant with SFA and
X.509 certificates to local
users
Automatically download root
certificates of Fed4FIRE
partners from the certificate
directory

Implemented

Implemented

Implemented on
integration system
Implemented on
integration system
OML enabled VM
images available
OML enabled VM
images available
May be
implemented in a
later cycle
Implemented

Table 1 Status of Fed4FIRE WP4 facilities at M18
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Acronyms and Abbreviations

AM

Aggregate Manager

API

Application Programming Interface

CA

Certificate Authority

EC

Experiment Controller

FLS

First Level Support

FRCP

Federated Resource Control Protocol

GENI

Global Environment for Network Innovations

NEPI

Network Experiment Programming Interface

OCCI

Open Cloud Computing Interface

OMF

Control and Management Framework

OML

OML Measurement Library

OMSP

OML Measurement Stream Protocol

QoS

Quality of Service

PDP

Policy Decision Point

RSpec

Resource Specification

SFA

Slice Federation Architecture

SNAA

Sensor Network Authentication and Authorization

VM

Virtual Machine

WSN

Wireless Sensor Network

XMPP

Extensible Messaging and Presence Protocol
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1 Introduction
This document describes the work done in workpackage four (WP4) of the Fed4FIRE project to
implement the features agreed for cycle 1 of the Fed4FIRE architecture in the test facilities BonFIRE,
SmartSantander and FUSECO. The period of this report is up to month 18 of the project. Milestones
MS42 and MS43 were completed during this period.
The architectural features are described in deliverables D2.1 [1], D5.1 [2], D6.1 [3] and D7.1 [4]. The
features described on these documents represent the ‘ideal’ state of cycle 1 of Fed4FIRE. However it
was recognised within the project that the technical level of difficulty associated with implementing
some features differed between test facilities, and therefore a prioritised subset of the ideal cycle 1
features (described in milestone MS4.1 [5]) became the target. Fed4FIRE is an evolutionary project
and the process of prioritisation of development is ongoing, driven by the principle of offering
benefits and value to experimenters. In some cases this has involved temporary work-arounds to
ensure that critical functionality is available.
The document is structured as follows:
•

This introduction reviews briefly the functionality proposed in cycle 1 of the project

•

Subsequent sections detail the progress in each test facility in WP4 for the three architectural
areas of experiment control, experiment monitoring and trust and security.

•

The progress towards cycle 2 goals is outlined for each test facility.

The Fed4FIRE architecture for cycle 1 of the project is described in deliverable D2.1 “First federation
architecture”. The architecture addresses the needs of the experimenter communities in three key
areas: experiment lifecycle management, measurement and monitoring, and trustworthiness.

1.1 Experiment lifecycle management
Experiment lifecycle management covers the ability for experimenters to discover and provision
resources, and to control running experiments across federated test facilities. This is implemented in
the architecture by centrally provided features such as a portal, and by features implemented within
each test facility, and is described in [2].
The decision was taken to adopt Slice Federation Architecture (SFA) as the standard for resource
description and discovery, and the Federated Resource Control Protocol FRCP standards for
experiment control. Consideration was given to the relative ease with which these protocols could
be adopted by a facility, and hence a uniform level of acceptance was not specified in cycle 1 across
all test facilities. For example many test facilities already used SFA and hence had little or no work to
do to be compliant with the architecture. Others had considerable work to do to match the concepts
of their existing resource management framework to SFA and implement changes, and hence were
not expected to become SFA compliant in cycle 1.
Fed4FIRE has adopted Control and Management Framework (OMF) [7] for experiment control.
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1.2 Measurement and monitoring
Measurement and monitoring has three purposes in Fed4FIRE:
•

To collect data on the health of the underlying facilities so that they can be kept up and
running. This is called facility monitoring in Fed4FIRE

•

To collect performance statistics on the resources used by an experiment which are of
interest to the experimenter. This is called infrastructure monitoring in Fed4FIRE

•

To collect experiment-defined data, also for use by the experimenter. This is called
experiment monitoring in Fed4FIRE.

The approach to cycle 1 is described [3]; facility monitoring was the priority for cycle 1. The decision
was taken to adopt OML as the standard for providing monitoring for all three types of information
stream.

1.3 Trust and security
A well-defined trust and security framework is essential for a federated network to operate. The
specifications for cycle 1 are described in [4]. In cycle 1 the focus was on a basic security framework
for resource discovery and provisioning, following the decision to adopt SFA.
The focus on cycle 1 is user management and authentication. Users can obtain X.509 certificates
from Fed4FIRE identity providers. The certificates can be presented to any test facility, which makes
a decision as to whether it trusts the identity provider that signed the certificate. A test facility does
this by reference to directory of root certificates from Fed4FIRE ID providers. The trust decisions are
made at the test facility level.
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2 BonFIRE
2.1 Facility description
BonFIRE is itself a federation of test facilities at different locations run by the BonFIRE Foundation. It
provides cloud-computing facilities (virtual machines) at EPCC and Inria, together with the network
emulation capability from the Virtual Wall run by iMinds.
BonFIRE consists of three systems: an integration system for component development; an
qualification system for package testing; and a production system. Experimenters only access the
production system.

2.2 Cycle 1: Overview
The vision for Fed4FIRE is to make the federation easy to use for experimenters. One of the ways of
realizing this vision is to have uniform mechanisms for the processes involved in setting up and
running experiments. Fed4FIRE cycle 1 dealt with three major process areas:
•

Experiment lifecycle management: describing, discovering and provisioning resources

•

Experiment measurement and monitoring: providing measurements at the facility,
infrastructure and experiment levels.

•

Trust and security: providing a federation-wide approach to authentication.

The following sections deal with progress in BonFIRE in cycle 1 in each of these areas.

2.3 Cycle 1: Experiment lifecycle management
2.3.1 Description, Discovery and Provisioning
For describing, discovering and provisioning resources the chosen Fed4FIRE mechanism is the Slice
Federation Architecture (SFA) standard (specifically GENI AM APi v3), together with ontology based
resource specifications (Rspecs) which underpin SFA.
One of the reasons for this choice was that at the project outset, many test facilities were already
based on SFA or had the adoption of SFA on their roadmap. Hence adopting SFA represented the
most logical path overall to a federation-wide standard. However this decision required those test
facilities that were not already SFA compliant to map the concepts from their resource management
systems and to generate software to implement the mappings. BonFIRE is one such facility.
Interaction with BonFIRE by experimenters is through the BonFIRE API which is based on the Open
Cloud Computing Interface (OCCI)[8] standard. It was clear early in the project that mapping from
OCCI to SFA was not a straightforward process and required careful analysis of the BonFIRE concepts.
It was therefore agreed that implementation of SFA in BonFIRE would be a goal for cycle 2 of the
project rather than cycle 1. Until cycle 2, Fed4FIRE experimenters must access BonFIRE facilities using
existing OCCI-based mechanisms, supported by the rich set of tools developed by BonFIRE.
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Work has started on an SFA gateway to BonFIRE based on SFAWrap[9]. SFAWrap is a reference
implementation of the SFA protocol that relies on plugins for specific interactions with testbeds. This
will be integrated in cycle 2.

2.3.2 Experiment Control
Fed4FIRE adopted OMF as the federation wide experiment control, measurement and management
solution. OMF is based on an Experiment Controller, one or more Resource Controllers and an XMPP
server which facilitates broadcast communication between the various Controllers.
An XMPP server is used to enable communication between the OMF Experiment Controller and the
OMF Resource Controller. Various other methods could be used as the use of XMPP servers is not
mandated by OMF; however an XMPP server provides a standardized method of sending and
receiving messages. Furthermore, the XMPP protocol allows a Publish/Subscribe (PubSub) method of
communication. For OMF, Experiment and Resource Controllers subscribe to various topics and are
able to exchange messages. Finally, XMPP allows broadcasting messages to all Resource Controllers.
One of XMPP advantages over other PubSub solutions rely in the fact that the protocol handles
Server-to-Server connections out of the box, only requiring a public domain and an open port. Not
having to maintain a centralized list of each PubSub server is a great asset in a federated
environment.
In BonFIRE, the OMF Resource Controllers are deployed on Virtual Machines and are able to control
and execute commands and applications locally. OMF Resource Controllers can perform some tasks
autonomously, however their main functionality is to connect to the XMPP server and wait for
instructions. Once they receive an instruction, they perform a task and then report back to the XMPP
server. The tasks that an OMF Resource Controller can perform vary from running a simple command
(like retrieving the hostname of a virtual machine) to running a fully featured application. If the
application is OMF-enabled, the OMF Resource Controller can modify parameters of the application
(for instance increasing or decreasing the used bandwidth).
The OMF Experiment Controller can be deployed on a Virtual Machine or a local machine. The OMF
Experiment Controller is used to orchestrate the OMF experiment. It can be used to send commands
and tasks to OMF resources, request status updates from the OMF resources and terminate the
experiment.
In order to support OMF, BonFIRE provisioned two XMPP servers, one for development, and the
other for production. The XMPP servers have a Server-to-Server secure connection with the Fed4FIRE
XMPP server at iMinds. The secure connection allows experimenters to use a single XMPP server as a
gateway to all their OMF experiment definitions in the federation. The XMPP servers allow the
discovery and routing of messages to the correct OMF resource.
Due to security concerns, the BonFIRE XMPP server is able to receive subscriptions and messages
from OMF ECs and RCs which originate from the BonFIRE WAN (including BonFIRE VPN). It can also
receive subscriptions and messages that originate from the other Fed4FIRE XMPP servers (for
example at iMinds and Nicta).
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The XMPP servers are hosted in BonFIRE service VMs and are managed using Puppet, supervision
being assured by a combination of Monit, Nagios and Zabbix. Thus, the XMPP servers are guaranteed
to be up and running and an automated alert is send to the BonFIRE administrators if the XMPP
server terminates due to an internal error or if the server fails to start. Communication to/from the
XMPP servers is automatically tested and verified by the Jenkins continuously testing system. Any
errors are reported to the BonFIRE administrators.
Currently, the XMPP server on the BonFIRE production system is Openfire, an XMPP implementation
suggested by OMF documentation. The XMPP server on the development system, after being used to
harness Openfire configuration, is now Prosody, another XMPP implementation allowing a
comparison of its scaling abilities and security options with those of Openfire running on production.
In order to support OMF applications, BonFIRE created OMF/OML-enabled OS images, allowing
Virtual Machine instances to be provisioned which include all the required OMF libraries and
executables. The Virtual Machines are pre-configured to contact the BonFIRE XMPP production
server and are ready to receive commands. These images are currently available on the BonFIRE
integration system.

2.4 Cycle 1: Measurement and monitoring
2.4.1 Facility Monitoring
Fed4FIRE uses a centralized first level support (FLS) system. The FLS system actively ICMP pings each
site and records the latency and any failures. However, the FLS system relies on individual testbeds
for providing an internal testbed monitoring status. The monitoring status is shown as a
Red/Amber/Green state at https://flsmonitor.fed4fire.eu/. If all SSH and WAN servers are up and
running in BonFIRE the state is Green. If some SSH and some WAN servers are down, but at least one
SSH and one WAN server are up the state is Amber. If all SSH or WAN servers are down the BonFIRE
state becomes Red.
BonFIRE uses a Nagios based infrastructure monitoring and alerting solution. The Nagios solution
provides a BonFIRE-wide up-to-date status of the infrastructure. It can also pinpoint errors in specific
services (for instance SSH or HTTP). A visualization of the current status of BonFIRE is available at
http://www.bonfire-project.eu/infrastructure/bonfire-infrastructure-health-map.
The Facility Monitoring Service of BonFIRE is hosted in a BonFIRE service VM that runs in the test
facility. It is managed using puppet, supervision being assured by a combination of Monit, Nagios and
Zabbix. An automated alert is send to the BonFIRE administrators if the service terminates due to an
internal error or if the service fails to start. The main functionality of the Facility Monitoring Service is
to query the Nagios server and to populate a database which is hosted by the FLS system at iMinds.
The database is populated using OML data streams.
Since Nagios does not provide an easy to use API out of the box, the Facility Monitoring Service
parses a Nagios generated file. The file is called “status.dat” and is automatically generated every ten
seconds. The “status.dat” file contains an up-to-date status of each BonFIRE server. The Facility
Monitoring Service parses the “status.dat” file and extracts the current state of each BonFIRE
infrastructure server. The Facility Monitoring Service then injects the status of each BonFIRE SSH
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gateway to the FLS database. The Facility Monitoring Service also injects the status of each BonFIRE
Network server to the FLS database. The sequence diagram of the Facility Monitoring Service is
depicted in Figure 1

Service

Testbed

FLS

Initialise OML
data module
Initialise internal
data structures
Initialise OML datastream

loop
for ever
Open NAGIOS
status file
NAGIOS status file
Parse NAGIOS status file,
extract testbed status

Inject NAGIOS data to OML

Terminate OML datastream

Wait for
60 seconds

Figure 1 : Facility Monitoring Service sequence diagram

The FLS system uses the injected values for the SSH and WAN servers to set the R/A/G state for
BonFIRE, using a script provide by the test facility that defines the rules for R/A/G which
subsequently runs on the FLS server.
2.4.2 Infrastructure Monitoring
Fed4FIRE adopted OML as the federation wide instrumentation and monitoring solution. OML can be
used to instrument and collect monitoring information from applications and from infrastructure
servers. BonFIRE exposes several infrastructure metrics to the experimenter. The monitoring data of
the physical machines that run experimenters virtual machines include: CPU load, total and free
memory, free swap memory, the number of VMs on a physical node, disk IO, disk read/write,
incoming and outgoing traffic on interfaces, energy usage and CO2 estimation, etc.
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BonFIRE OMF/OML-enabled OS images include a service which automatically collects infrastructure
monitoring data and stores them in a local OML database. The default functionality of the
Infrastructure Monitoring Service is not to collect any data, letting the user specify what metric he
specifically requires, hence avoiding loading the infrastructure with unrequired metric gathering
requests. The experimenter must modify a text configuration file in order to start collecting
monitoring data. Once data collection is not required, the service can be stopped altogether or the
configuration file can be edited in order to stop monitoring the data no longer required.
The Infrastructure Monitoring Service uses a SQLite3 database that resides on the virtual machine.
Therefore, the experimenter must be aware that as more monitoring data are collected, the size of
the database will increase, and the user must allow metric storage to be fully accounted for in the
user storage quota.
The Infrastructure Monitoring Service uses the local credentials of the virtual machine to query the
BonFIRE infrastructure. The credentials of the virtual machine are used in order to provide a trace
record for each query. Once the service identifies the experiment ID that the virtual machine belongs
to, it queries BonFIRE and retrieves a list of the physical hosts where virtual machines are running. It
then parses the “config.txt” file and identifies the monitoring metrics that are required. The
monitoring data can have a user defined-interval, in seconds. Valid intervals are the values 1, 5, 10,
20 and 60. Finally, the service queries the BonFIRE infrastructure for the requested monitoring
metrics and injects the data in the database, using OML data streams. The sequence diagram of the
Infrastructure Monitoring service is depicted in Figure 2.

Service

BonFIRE

OML
Database

Extract VM username and password
Initialise internal data structures
Initialise a RESTfully connection to BonFIRE
Initialise OML data module
Identify the ExperimentID
loop
for ever

Identify the Virtual Machines and the
Physical Hosts where they are deployed
Parse the "config.txt" file and extract the valid
monitoring data that are required (and their intervals)
Sort the list of metrics based on interval

loop

all metrics

Query BonFIRE for each metric
Metric Value
Inject Metric in the SQLite database, using OML data streams
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Figure 2: Infrastructure Monitoring Service sequence diagram

The experimenter can easily access the stored data by connecting to the OML SQLite database. The
command “sqlite3 /var/lib/oml2/BonFIRE.sq3” can be used to connect to the local database. The
experimenter can then use SQL commands to retrieve monitoring data. OML also allow to send the
monitoring data to other OML servers, allowing the users to aggregate the collected metrics on a
single VM or another resource in the federation or his own local resources.
2.4.3 Experiment Monitoring
BonFIRE OMF/OML-enabled images also provide OML-instrumented applications, enabling the user
to collect “classical” metrics (cpu usage, ram consumption …). As for Infrastructure Metrics, no
collection of metrics is set up by default, allowing the user to request only the metrics required.
Monitoring user own application metrics is a task for the experimenter. The application source code
must be modified in order to include Measurement Points (MPs). An application which includes MPs
and is compiled and linked with the OML libraries is an OML-instrumented application. Further detais
of how to do this can be found at https://mytestbed.net/projects/oml/wiki/Client_Programming and
https://mytestbed.net/projects/omlapp/wiki/OML-instrumented_Applications.
BonFIRE provides images which include the OML libraries and are ready to compile and run OMLenabled applications. Furthermore, the SQLite engine is installed and measurements can be stored
locally. If the experimenter wants to store measurements remotely, OML data streams can be redirected to other machines (either BonFIRE virtual machines or testbeds under the control of the
experimenter).

2.5 Cycle 1: Trust and security
2.5.1 User registration
In order to use the BonFIRE testbed, a user must create an account by registering on the BonFIRE
portal. Normally this process requires manual approval by a BonFIRE administrator. In order to make
this process quicker and easier for existing users of other Fed4FIRE testbeds, it was agreed that such
users would be permitted to bypass the manual approval stage. Any resource created on BonFIRE
must be created within a context of a group. Consequently, it is neccesary for BonFIRE users to be
part of at least one group to be able to create experiments and resources. Thus after registering
using the BonFIRE portal, Fed4FIRE users will still need to join a group in the usual way (requiring
approval by the group administrator) in order to create resources subject to quotas, see
http://doc.bonfire-project.eu/R3.1/getting-started/group-management.html.
Registration of F4F users into BonFIRE has been implemented by creating an alternative version of
the BonFIRE registration form that allows a user to upload their public certificate issued by a
Fed4FIRE slice authority. The BonFIRE portal attempts to verify the certificate using the CA
certificates in the Fed4FIRE certificate store. If the verification succeeds then, assuming that the
other required elements have been completed acceptably, the account is created immediately.
There are some limitations in the current implementation. At present there is nothing to prevent a
user creating multiple accounts, although a check to prevent this could be added relatively easily.
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More seriously, we cannot currently be entirely certain that the user registering the BonFIRE account
is the same user to which the certificate was issued. This could be remedied if all Fed4FIRE slice
authorities included the user’s e-mail address in the certificate; at present only some do so.
Alternatively, the user could sign a request with their private key; however, it is hard to see how this
could be made sufficiently easy for users to be an improvement on the existing system of manual
approval. It was decided that since the user registration system is, in its current form at least, only an
interim solution until a full SFA implementation becomes available, and since the privileges granted
automatically are quite limited, that these limitations were acceptable for cycle 1.
The user registration Portal has been deployed and tested on the BonFIRE integration infrastructure.
The new Portal depends on software packages that are not readily supported by the operating
system currently running on the BonFIRE central services, so the BonFIRE Foundation, including
partners not in Fed4FIRE, decided to invest effort so as to upgrade the operating system to CentOS 6
across all three central infrastructures, starting from the Portal. A combination of issues with this
process, issues with the software and issues with the Fed4FIRE repository of certificates meant that it
was not possible to roll this out in time for Cycle 1, although the bulk of the implementation is
complete. This does not affect the Fed4FIRE experimenters in any major way, as they can join
BonFIRE using the currently existing mechanism on the same Portal, and many have already done so.
We expect this to be available for Cycle 2, potentially complemented by similar functionality on the
forthcoming BonFIRE SFA Aggregate Manager

2.6 Progress towards cycle 2
2.6.1 Policy-based authorization
BonFIRE adopted and implemented the Control and Management Framework (OMF). BonFIRE users
can use OMF to control applications running on BonFIRE compute nodes. However, the OMF solution
does not provide authorization and authentication mechanisms. Thus, an attacker can abuse an OMF
based testbed. Fed4FIRE’s solution was to design and develop Policy Decision Point (PDP). The PDP
solution is discussed in D7.2 [6].
An initial version of the “federation authorization” PDP software stack has been installed in BonFIRE.
The PDP software stack has been unit tested and its functionality passes all unit tests. The PDP will
undergo integration testing during cycle 2.
Furthermore, BonFIRE will provide the missing functionality to program the PDP. BonFIRE will modify
the Broker API (which is based on OCCI) and allow an experimenter to submit his slice credentials and
slice ID alongside his experiment description. The BonFIRE Broker will parse the request and use the
BonFIRE Message Queue (MQ) to broadcast the slice credentials and slice ID. A new BonFIRE
component will intercept the message and program the PDP to accept OMF requests which are
signed with the credentials of the experimenter. Details of this plan are included in D7.2.
2.6.2 Resource description, discovery and provisioning
During cycle 1, an SFA gateway to BonFIRE was developed based on SFAWrap. SFAWrap is a
reference implementation of the SFA protocol that relies on plugins for specific interactions with
testbeds. The BonFIRE SAFWrap plugin is under active development. At the end of cycle 1, the plugin
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is able to list the resources in BonFIRE, create an experiment and start VMs in that experiment using
SFA and custom RSpecs resembling BonFIRE’s native OCCI. It creates experiments using the extension
to the Broker API discussed in the previous paragraph to transport the notion of slice further down
the BonFIRE API so it can be used where necessary, for example to program the PDP.
Work is still on-going to completely integrate the plugin in a working SFAWrap deployment, and
more work is on-going to link slice credentials to usage quota as implemented for BonFIRE users and
attributed to groups (see descrption of BonFIRE groups in section 2.5.1). The prototype
implementation relies on extracting an email address from a slice credential and finding a user in the
BonFIRE user base with that same address. This has known limitations, because for the time being
not all slice authorities in Fed4FIRE embed the email address of a user in a slice credential.
2.6.3 Interconnectivity
Work on improving interconnection between BonFIRE and other Fed4FIRE testbeds has so far
consisted primarily of investigation into the interconnection requirements of experiments and the
technical feasibility of different interconnection options. Thus far, the only requirement of existing
and planned experiments that is not already fully met is for reliable, reasonably high bandwidth, endto-end, layer 3 connectivity between compute resources in BonFIRE and nodes in other testbeds.
However, there is reason to believe that experimenters are limiting their proposals to what is
currently possible and so the lack of experiments requesting additional network capabilities does not
mean that there is no latent demand for them.
2.6.3.1 Layer 3
In response to experimenter demand we have provisioned additional public IPv4 addresses at one
BonFIRE site (EPCC) and, by placing them in an isolated network, been able to remove most firewall
restrictions. Together with the public addresses already available at the Inria site, this is sufficient to
meet the needs of the cycle 1 experiments.
In order to support full end-to-end connectivity, and as a potentially interesting feature in its own
right, Fed4FIRE aims to support IPv6 at as many testbeds as possible. IPv6 is already used at the
Virtual Wall and, based on prototyping work previously undertaken in the BonFIRE project, we are
planning to roll it out at EPCC in the near future.
2.6.3.2 Layer 2
Two options for layer 2 interconnection are under investigation: setting up a dedicated layer 2
connection between a BonFIRE site and an OFELIA island (probably between EPCC and the University
of Bristol) or, alternatively, making use of the GÉANT AutoBAHN Bandwidth on Demand service. At
present, work is focused on establishing the likely demand for such a service and identifying
requirements.
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3 SmartSantander
3.1 Facility description
The SmartSantander project aims at the creation of an experimental test facility for the research and
experimentation of architectures, key enabling technologies, services and applications for the
Internet of Things in the context of a city (the city of Santander located in the north of Spain). The
project has achieved the deployment of more than 20,000 IoT devices both fixed and mobile. From
the whole SmartSantander consortium, which includes Belgrade, Guildford, Lübeck and Santander,
only the Santander deployment is being used within Fed4FIRE.
The SmartSantander infrastructure enables a twofold approach in terms of experimentation: service
and native experimentation.
•

Service experimentation consists of running experiments and/or applications based on the
data gathered by SmartSantander sensor infrastructure and stored in a shared repository.
Therefore, these services will be mainly based on data retrieval from this repository. This
way, third parties will be able to provide added-value functionalities based on them, hiding
the complexity of the SmartSantander infrastructure and only dealing with a high-level
interface. In this sense, by using the data retrieved, service experimenters could run data
mining procedures in order to infer more elaborated metrics and provide these extensions
to, for instance, represent diagrams, maps, etc.

•

On the other hand, native experimentation requires a thorough knowledge of the
SmartSantander infrastructure and how the different nodes actually work. This type of
experimentation is considered a low level experimentation as it directly accesses the nodes
and its hardware.

From those two experimentation layers, SmartSantander initial plan was to only include service
experimentation in the scope of Fed4FIRE. Although this could change in future cycles, this has been
the case during cycle 1. This kind of experimentation is mainly based on data access, providing added
value services on top of smart city sensors information.

3.2 Cycle 1: Overview
SmartSantander is one of the testbeds in Fed4FIRE in which adaptation to cycle 1 architecture
defined in deliverables D2.1 [1], D5.1 [2], D6.1 [3] and D7.1 [4] has had a big impact in the existing
infrastructure. The work, both in terms of design and development, carried out to adopt the different
technologies chosen in Fed4FIRE project as the ones to be used by the federation has gone beyond
the initial design that was included in MS4.1 [5].
Most of the technologies involved in Fed4FIRE interfaces were not designed to be deployed in
embedded reduced computational capacity devices such the ones SmartSantander uses, but in VM
environments where deploying new software is an easy task. This has been considered as a challenge
and, instead of just providing functionality on top of the existent service components,
SmartSantander has gone beyond integrating those components in the whole testbed. In this sense,
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even though SmartSantander service layer is the only one which was planned to be exposed through
Fed4FIRE’s interfaces during the project, the entire SmartSantander infrastructure has been taken
into account when facing the adaptations to those interfaces. This means that low level native
experimentation on top of WSN could also be exposed in the context of Fed4FIRE in the future, but
also means that the complexity of the work to do during the project grows. One of the consequences
of this approach has been that a big part of the work carried out during the Fed4FIRE’s first cycle has
not been directly related to Fed4FIRE interfaces, but to adapt components that were not designed
with the idea of adopting such schemas in the future. The redesign of some of the needed
components, not only under the umbrella of Fed4FIRE project, together with the fact that most
adaptations has to be started from the scratch, has introduced some delay in the Fed4FIRE cycle 1
deployments which has led SmartSantander infrastructure to partially cover the milestones that
were envisioned in MS4.1..
Fed4FIRE cycle 1 dealt with three major process areas:
•

Experiment lifecycle management: describing, discovering and provisioning resources,
together with experiment control stage.

•

Experiment measurement and monitoring: providing measurements at the facility,
infrastructure and experiment levels.

•

Trust and security: providing a federation-wide approach to authentication.

The following sections deal with progress in SmartSantander in cycle 1 in each of these areas.
3.2.1 Experiment lifecycle management
3.2.1.1 Resource description, discovery and provisioning
For describing, discovering and provisioning resources the chosen Fed4FIRE mechanism is the Slice
Federation Architecture (SFA) standard. SmartSantander has deployed an SFA AM that provides
access to the testbed by using messages defined by the GENI AM API v2. For reasons explained in
section 3.3.1 only a subset of the API operations has been implemented during cycle 1. In order to
cover the unimplemented gaps and support 1st Open Call experimenters, an ad-hoc REST interface
has been developed and deployed.
3.2.1.2 Experiment Control
The chosen Fed4FIRE mechanism for experiment control was the Control and Management
Framework (OMFv6). Control is implemented by a publish-and-subscribe messaging system using
the Federated Resource Control Protocol (FRCP). Fed4FIRE uses XMPP (Extensible Messaging and
Presence Protocol) servers as the mechanism for message delivery. As the only SmartSantander
experimentation plane involved in cycle 1 is service experimentation no experiment control
framework is needed. However, an approach using OMFv6 and FRCP which covers both Service and
Native experimentation has been designed during this cycle and will be implemented in future cycles.
3.2.2 Monitoring and Measuring
The chosen Fed4FIRE mechanism for monitoring and measuring is the OML Measurement Library. In
cycle 1 the focus has been in facility monitoring, which allows the Fed4FIRE First Level Support (FLS)
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to monitor the basic health of a test facility. SmartSantander has implemented all facility monitoring
needed modules.
Infrastructure and Experiment Monitoring are the focus for future cycles of Fed4FIRE. However the
same basic OML functionality will be used to support these extensions.
During cycle 1, SmartSantander has implemented and deployed OML based infrastructure
monitoring on its development system but, as explained in section 3.4.2, the obtained results with
the current OML libraries has not covered the requirements in terms of dynamicity that
SmartSantander needs, so the solution has not been deployed on production.
3.2.3 Trust and Security
The trustworthiness framework used in Fed4FIRE is based on SFA and X.509 certificates.
As commented before, SmartSantander has implemented an SFA AM which covers all the requested
security aspects covered during Fed4FIRE cycle 1. In this sense, Fed4FIRE identity provider is trusted
by the SmartSantander SFA AM and any user with valid Fed4FIRE credentials can access
SmartSantander testbed information.
3.2.4 Documentation
Documentation to assist Fed4FIRE 1st open call experimenters to get started using SmartSantander
has been provided. However, as part of the interface has not already been secured, it has not been
disclosed at http://doc.fed4fire.eu/testbeds.html and is only provided to the experimenters upon
request due to SmartSantander policies. This documentation covers how Fed4FIRE experimenters
can discover SmartSantander resources and obtain both the historical and real time observations of
all the different sensors deployed across the city of Santander.

3.3 Cycle 1: Experiment lifecycle management
3.3.1 Description, Discovery and Provisioning
SmartSantander has deployed an SFA AM that provides access to the testbed by using messages
defined by the GENI AM API v2 [10]. It is important to highlight that, at least for cycle 1 where only
service layer experimentation is provided, the nature of the resources exposed by SmartSantander
makes the provisioning stage unnecessary. Resource access does not imply an exclusive resource
reservation, only a subscription to the data generated by the resource, which can be shared between
multiple users.
The SFA component implementation is based on SFAWrap [9]. However, among all the different
methods that the API specifies, only a subset has been deployed in SmartSantander during cycle 1.
For the moment, only testbed description through SFA has been fully implemented, whereas
resource discovery is still under active development. In this sense, ListResources() method is already
available through the SFA AM, but it returns an empty list. The main reason behind this behaviour
relies on the modifications being carried out in SmartSantander components during the second part
of Fed4FIRE first development cycle. The result of a GetVersion() call to the SmartSantander SFA AM
can be seen in Figure 3.
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Figure 3: jFed interaction with SmartSantander SFA Aggregate Manager

Inside SmartSantander infrastructure we need to consider three main components with which
SFAWrap driver needs to interact: Sensor Network Authentication and Authorization (SNAA) for
authentication, Resource Directory (RD) to retrieve the resource descriptions, and Reservation
System (RS) to check resource availability. Obviously, among those components RD can clearly be
seen as the key one for the resource discovery task. Due to the work being carried out in the scope of
SmartSantander project during the second half of cycle 1, both the RD access interface and the
SmartSantander resource description format were changed. Therefore, to define an RSpec based on
the previous available resource description and to develop a fully compliant SFAWrap driver on top
of the previous production RD had no sense. As the new versions were going to be rolled out in
production before the first Fed4FIRE open calls, spending effort on these two tasks was not justified.
Consequently, all this effort has been shifted to other tasks and, in order to support resource
discovery through SFA, SmartSantander will implement a fully compliant GENI AM API v3 interface
for Fed4FIRE cycle 2.
In this particular context, in which a full SFA AM was not an option for cycle 1, a solution to 1st Open
Call experimenters was needed. SmartSantander is involved in two of the experiments that are being
carried out inside Fed4FIRE federation, hence resource discovery was a “must” that needed to be
addressed. SmartSantander’s data repository access is firewalled, so dynamic connections such as
the ones required by the experimenters were not possible. On the other hand, even though the
sensor data can be retrieved through Fi-Lab [11], this access is out of the control of University of
Cantabria, so the needed flexibility couldn’t be provided. The chosen solution was to define and
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implement an ad-hoc REST interface covering both resource discovery and data access. The methods
related to resource discovery stage are the ones in Figure 4.

st

Figure 4: 1 Open Calls resource discovery interface related methods

This REST interface is considered an added value service and will be included in the Fed4FIRE Service
Directory during cycle 2. This means that Fed4FIRE cycle 1 experimenters using this “service based”
way of accessing SmartSantander resources will be able to continue using it in the future. However, if
a cycle 2 experimenter prefers to use the Fed4FIRE standard mechanism for resource discovery,
which is SFA, it will also be available as well.
3.3.2 Experiment Control
The only SmartSantander experimentation layer supported in Fed4FIRE during cycle 1 is service layer.
Due to its nature, which is access to read-only data, this kind of experimentation does not necessarily
need any experiment control. For this reason no OMF infrastructure has been deployed in
SmartSantander during cycle 1.
Experimentation on top of SmartSantander service layer basically consists in the retrieval of the real
time observations of the sensors deployed across the city of Santander, which sense different
parameters such as traffic intensity, parking occupancy, temperature or pollutants, for example. The
experimenter will then model an algorithm using this data as an input to offer value added services
on top of a smart city. In SmartSantander this experimentation is officially supported by two different
data repositories, Telefónica DCA and Fi-Lab, which, as mentioned in section 3.3.1 does not fit the
needs of a Fed4FIRE experimenter. In order to ease the access to this data an ad-hoc REST interface
has been deployed on top of UC own internal data repository. This interface provides access to both
historical and real time sensor observations. A detail of the information that can be obtained through
this interface is included in Figure 5. This interface will also be included in the Fed4FIRE Service
Directory during cycle 2, but some modifications will be introduced based on the 1st open call
experimenters’ feedback.
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It’s interesting to note that, when dealing with experimentation like the one SmartSantander is
exposing in Fed4FIRE’s cycle 1, there’s no real difference between experiment control and
experiment monitoring stages. This way data access can be considered part of any of them.

st

Figure 5: 1 Open Calls data retrieval interface possibilities

However, as envisioned in MS4.1, a solution based in OMF can minimize the differences between the
way experimenters interact with other Fed4FIRE facilities and the way they should interact with
SmartSantander. This solution will be implemented in future cycles, although an analysis on how the
technologies involved in an OMFv6 infrastructure will interact with SmartSantander has already been
done. In this sense, a preliminary plan of how to deploy an experiment control module for both
service and native experimentation layers has been prepared, as will be seen in section 3.6.

3.4 Cycle 1: Measurement and monitoring
3.4.1 Facility Monitoring
Fed4FIRE uses a centralized first level support (FLS) system. The FLS system monitors 5 different
things per testbed:
1. ICMP ping to the AM server or some other testbed server: this checks connectivity over the
internet to the testbed (if this fails, testbed can likely not be used)
2. AM API GetVersion call: tests the AM component (no credential is needed)
3. AM API ListResources to know the number of free resources (if this is 0, then new
experiments cannot be created)
4. Red/ Amber /Green/ aggregation state of what the testbed provider monitors himself (this is
custom per testbed, and based on the testbed’s facility monitoring data)
5. Last timestamp of the information monitored at the testbed itself and injected into the OML
server: if this timestamp is too old, the testbed monitor doesn’t provide any relevant
information anymore.
There is a live visualization at https://flsmonitor.fed4fire.eu and there are also email alarms and long
term statistics to dive into historic monitoring information.
SmartSantander covers the full list of monitored parameters. Testbed internal state is checked each
10 minutes and injected by using OML format into the central Fed4FIRE FLS repository. In Figure 6
some of the main SmartSantander components involved in cycle 1 architecture are depicted. Green
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state is provided if Resource Directory and Service Level Experimentation Manager are up and
running. SFA module is not tested because it is already tested by the central F4F FLS component.

SFA WRAPPER
SmartSantander Driver

RESOURCE
DIRECTORY

FED4FIRE 1ST OPEN CALLS
REST INTERFACE

Service Level
Experimentation Manager
SMARTSANTANDER CLOUD
UNIVERSITY OF CANTABRIA
MIRROR DATA REPOSITORY

st

Figure 6: SmartSantander 1 cycle components detail

3.4.2 Infrastructure Monitoring
Fed4FIRE adopted OML as the federation wide instrumentation and monitoring solution.
Infrastructure monitoring provides information about the different resources involved in an
experiment. This information is usually related to the low-level resources supporting the
experimentation, which are not directly accessible for the experimenter itself in any other way.
Infrastructure monitoring system in SmartSantander has been created from scratch to fit the
requirements of a large scale deployment such as the one in Santander, and is yet under
development. In this sense, there are no existent wrappers which could extract the existent
monitoring information in OML format in a seamless way. On the other hand, current infrastructure
monitoring in SmartSantander is only used to monitor the resource status and generate alarms in
real time if anything is not working as expected, but it’s not used to monitor resource metrics and
does not store any information for future analysis.
The approach followed by SmartSantander during cycle 1 has been to create a parallel OML based
monitoring infrastructure which will provide some extra metrics to the experimenters (Figure 7).
However, most of the metrics that are calculated in service experimentation are derived from the
collected sensor observations, so they are not exactly what Fed4FIRE considers infrastructure
monitoring. SmartSantander has implemented and deployed OML based infrastructure monitoring
on its development system but the obtained results with the current OML client libraries did not fit
SmartSantander needs, so the system has not been deployed in production.
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Figure 7: SmartSantander OML monitoring system

OML measurement points are designed to be deployed inside the resource which is going to be
monitored. In an environment with low powered resources like the one SmartSantander provides, it
is impossible for a WSN node to directly execute an OML measurement point. This is not only
because of the power constrains, but also because of the lack of direct connection from it (which is
using 802.15.4) to the OML server (which is using IP). This means that any OML based monitoring
system need to be done outside the resources in an intermediate server.
In addition, existent OML client libraries do not currently support the dynamic allocation of new
measurement points while the client is running. In order to add a new measurement point it is
necessary to stop the client, reconfigure the OML client to add it, and then restart the client. This
solution is not flexible enough to cover the requirements SmartSantander has in terms of dynamicity
of the existent nodes. This problem is not inherent to OML technology itself, but to the current
existing client libraries which does not allow it. A modification of those libraries will be done in order
to fulfill the requirements SmartSantander.
3.4.3 Experiment Monitoring
Experiment monitoring is not applicable to SmartSantander service experimentation. This
experimentation does not offer to the experimenter a way of running applications, so OML
instrumented applications are not involved in any way. This means that no OML based experiment
monitoring has been deployed during cycle 1.
However, during the analysis of how to integrate Fed4FIRE concepts in both SmartSantander
experimentation layers, a preliminary plan of how to integrate experiment monitoring with
experiment control and an OML based way of redirecting service data to the experimenter has been
proposed.

3.5 Cycle 1: Trust and security
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Security during cycle 1 in Fed4FIRE is provided by SFA architecture. SmartSantander has
implemented an SFA AM which covers all the requested security aspects. In this sense, Fed4FIRE
identity provider is trusted by the SmartSantander SFA AM and any user with valid Fed4FIRE
credentials can access SmartSantander testbed information.
Security during cycle 1 has not covered either experiment control (based on OMFv6) or monitoring
and measuring (based on OML) stages, which means that there is still a potential security hole which
will be resolved in future cycles. In this sense, a “security-by-obscurity” model is followed during
cycle 1. For the moment, the same model has been applied to the REST interface that provides access
to SmartSantander to the 1st open call experimenters.

3.6 Progress towards cycle 2
SmartSantander plans for cycle 2 have already been commented in the previous sections. In a
nutshell, these include:
Replace the current SFA AM, which provides partial compatibility with the GENI AM API v2,
with a fully compliant GENI AM API v3 interface. This implementation will include the
capacity of listing available resources and managing slices, even though strict reservation
concept is not applicable in service experimentation context. Slices in this context can be
understood as a way of filtering the resources of which an experimenter is subscribed to.

•

In order to support OML infrastructure monitoring, a modification of the base OML client
library needs to be done. Once the library suits SmartSantander requirements, the OML
based infrastructure monitoring will be deployed in the production system.

•

Deploy an OMFv6 infrastructure based on FRCP and the corresponding XMPP server. In order
to support OMF based experiment control in both service and native experimentation an
approach, which can be seen in Figure 8, has been proposed.

SMARTSANTANDER OMFv6 & OML
NATIVE EXPERIMENTATION ENVIRONMENT

SMARTSANTANDER OMFv6 &OML
SERVICE EXPERIMENTATION ENVIRONMENT

OMFV6 EXPERIMENTER
ENVIRONMENT

•

Figure 8: SmartSantander OMFv6 based experiment control infrastructure
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During cycle 2 only service data access will be covered. This means that an OML MP will have
to be configured by using FRCP to redirect real time service data to the experimenter OML
server. In addition, cycle 2 architecture introduces a new component, known as Policy
Decision Point (PDP), which fills the gap that were missing with the previous cycle 1
architecture between SFA authentication and OMFv6 Resource Controllers, hence providing
secure access to resources. This PDP component will be introduced in the SmartSantander
architecture as well, but it has not been evaluated in the previous proposal.
•

SmartSantander has actively contributed to the service layer definition. In this sense, some of
the services it offers, such as the one deployed to provide access to the 1st open call
experimenters, will be exposed in the service directory during cycle 2.
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4 FUSECO Playground
4.1 Facility description
The FUSECO Playground is a 3GPP Evolved Packet Core (EPC) centric, independent and open
laboratory for mobile broadband communication research and development. It addresses large and
small scale equipment vendors, network operators, application developers and research groups to
test, deploy and extend their components and applications before market introduction. In addition
to the FOKUS OpenEPC toolkit, the FUSECO Playground also features the Open IMS Core and relevant
enablers to help users gain experience with IMS-based Rich Communication Services (RCS) and Voice
overLTE (VoLTE) services, as well as the OpenMTC toolkit, supporting an open range of machine-tomachine applications. In addition any internet or cloud-based service platform can be connected to
this testbed in order to prototype new service concepts end-to-end across various network
topologies.
Furthermore, the FUSECO Playground offers optional connections to the FOKUS Open SOA Telco
Playground capabilities, in order to take advantage of newest service enablers and emerging
Application Programming Interfaces (APIs) for rapid service creation and to benefit from emerging
open innovation concepts adopted by next generation Service Delivery Platforms and Smart City
service platforms.

4.2 Cycle 1: Overview
Within Cycle 1 an SFA AMv3 compatible framework (FITeagle) has been deployed and resources are
listed within MySlice. It also offers extended getVersion struct information to describe the testbed
and tools. This framework also provides an identity provider – users accessing the AM either need
credentials trusted with the federation or created locally. Furthermore, FRCP was adopted by setting
up an XMPP server and installing existing OMF6 Resource Controllers. Facility monitoring was
implemented by monitoring the infrastructure using Zabbix and exporting this information as
aggregated information (OMSP streams) to the Fed4FIRE FLS OML server. Additionally libraries
required for the experimenters to use OML have been installed.

4.3 Cycle 1: Experiment lifecycle management
4.3.1 Description, Discovery and Provisioning
In order to describe, discover and provision resources of the FUSECO Playground the GENI RSpec v3
and the SFA AM v3 API have been adopted. This was realized by using the FITeagle framework and
further extensions have been made in this context. Namely the SFA getVersion method call response
struct has been extended to offer information about the testbed and related tools.
4.3.2 Experiment Control
In order to support automated experiments on the FUSECO Playground, the FRCP protocol has been
adopted. By setting up an according XMPP server and installing OMF6 Resource Controllers on some
and give access via SSH to other resources, it is possible to use the OMF6 to execute experiments.
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Alternatively the NEPI6 EC can be used on FUSECO resources that provides SSH access. NEPI is a
Python-based language, which provides a simple way of describing and deploy network experiments.

4.4 Cycle 1: Measurement and monitoring
4.4.1 Facility Monitoring
This type of monitoring provides information about the availability status of the FUSECO PG facility. It
is based on monitoring the key components of the facility. The status information about these
components (i.e. per component whether up and running or down) is forwarded to a central
collection endpoint that calculates the overall facility status whether up and running, down or in risk,
and then provides the result to the First Level Support (FLS).
Zabbix is used to monitor the whole FUSECO PG infrastructure. But due to the fact that Fed4FIRE
uses the OML framework for monitoring and measurements, the status information should be
provided as OML streams to the central endpoint at the federation level. Therefore, an OML wrapper
script (written in Python) has been developed to act as a converter to transform the data from Zabbix
format into OML streams. This wrapper fetches the required information about the key components
from Zabbix and then injects the data into OML streams with the help of the OML Library
(oml4py.py) and transport it via the OMSP to the OML server located at the federation level (at
iMinds) as a central collection endpoint. This is in charge of calculating the overall availability status
of FUSECP PG and push GRA (Green, Red, or Amber) status to the Fed4Fire FLS.
This type of monitoring is already provided in the first cycle of Fed4FIRE.
4.4.2 Infrastructure Monitoring
This type provides information about the infrastructure services and resources to which the
experimenters have no access or cannot instrument themselves. Examples include measuring radio
link characteristics, QoS parameters, etc.
In addition to the experimenters, multiple federation services are interested in infrastructure
monitoring information about resources in different ways, some about the resources used during an
experiment’s lifetime (such as SLA management, reputation) and others are historical measureable
characteristics about resource (e.g. reservation).
This kind of monitoring service is planned for the second cycle of Fed4FIRE. Therefore it not yet
completely ready but will be then implemented in the second cycle. Zabbix is already used to
monitor the infrastructure. In case that some parameters are not measurable or supported using
Zabbix, additional monitoring tools might be used. OML wrappers will be developed in order to
provide the data as OML streams to multiple stakeholders (experimenters and federation services).
The implementation will follow the specification of the Fed4FIRE monitoring and measurement
architecture for the second cycle defined in WP6.
4.4.3 Experiment Monitoring
In this type, experimenters deploy whatever measurement frameworks themselves to instrument
their experiments. FUSECO PG will provide the existing OML libraries (Python, Ruby, C, and Java) to
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the experimenters in order to be able to use OML. Some experimenter tools for monitoring planned
to be provided in cycle two (see section 4.6).

4.5 Cycle 1: Trust and security
4.5.1 User registration
To use the FUSECO Playground, users must either use credentials that are trusted within the
Fed4FIRE federation or register at the FUSECO Playground Portal. In this case the user will receive
credentials that can be used to access resources from other testbeds in the federation.

4.6 Progress towards cycle 2
4.6.1 Description, Discovery and Provisioning
The FUSECO Playground is offering specialised resource types to the federation, but the GENI RSpec
v3 is currently incapable of describing them – currently the RSpec V3 describes nodes, links and some
other limited information about resources. Therefore, in the next cycle this description is going to be
extended, either as limited GENI RSpec v3 extension or following a semantic approach. Additionally,
the support for the reservation of resources is envisioned to be used by / integrated into the planned
Fed4FIRE Reservation Broker.
If available, also the new Common SFA API will be adopted and the automatic update of root CAs will
be integrated (by using a new version of the FITeagle framework).
4.6.2 Experiment Control
To support more sophisticated experiments, resource controller for more resources will be deployed
for other resources. Finally, to secure access to the resources, the Fed4FIRE PDP concept will be
adopted.
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5 Conclusions
The three service and application testbed facilities of BonFIRE, SmartSantander and FUSECO have
made good progress implementing the feature of cycle 1 of the Fed4FIRE architecture. These
developments will allow experimenters from the first open call to make use of these test facilities to
carry out their experiments. The table below shows the progress to date. The user experience will be
enriched as the architecture matures and further features are implemented.

Architectural Features

SmartSantander

Aggregate Subset of GENI
AM v2
implemented
Extend GetVersion struct
Implemented
with testbed and tools
info
Adoption of OMF6
Not applicable at
this stage
Provide facility monitoring Implemented
OML stream
Provide infrastructure
Developed, but
monitoring OML stream
not yet deployed.
Deploy OML for
Planned for
experiment measurement future cycles
Provide an identity
Planned for
provider compliant with
future cycles
SFA and X.509 certificates
to your local users
Automatically download
Planned for
root certificates of
future cycles
Fed4FIRE partners from
the certificate directory
Deploy SFA
Manager

FUSECO Playground

BonFIRE

Implemented

SFAWrap plugin
under development

Implemented

Under development

Implemented

Implemented on
integration system
Implemented on
integration system
OML enabled VM
images available
OML enabled VM
images available
May be implemented
in a later cycle

Implemented
Planned for cycle 2
Planned for cycle 2
Implemented

Implemented

Implemented
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